
Table of Contents
51.
Data Screening


62.
Inconsistency Checks


73.
Scale Score Creation


84.
Creation of Race/Ethnicity Variable


85.
Create Past 30 Day Use Variables and Recodes


86.
Prescription Drug Use Dichotomous Variable Creation


97.
Demographic Frequencies by Biological Sex


98.
Prevalence of Past 30-day ATOD Use for the Whole Sample by Biological Sex


109.
Prevalence of Past 30-day ATOD Use, Inhalant Use and Prescription Drug Use among those reporting any ATOD or Prescription Drug Use at Baseline


1010.
Frequencies of Past 30 Day ATOD Use


1011.
GLM Analyses


1412.
A Note on Floor Effects and Ceiling Effects


13.
Supplemental 15Modules B-E




Dear Local Evaluator,
Based on feedback from last year, we have revised and simplified the 2012 SFS analyses.  Most notably, we have removed the regression analyses, the t-tests, the McNemar significance tests, and the graphs capturing the change in frequency of ATOD use between baseline and posttest.  Similar to last year, the syntax file is annotated and this manual is intended as a supplement that takes you step by step through the syntax, explaining what each step does and why you should run it.  It also tells you what to look for in the output to make sure everything is correct. Sometimes, we also provide interpretations of results.  

Please remember that all of the examples referred to in the text are based on dummy data created for testing the syntax and to provide examples for this document.  They are not indicative of typical adolescent data.  Your results will likely look very different from what is shown in these examples.  When interpretations of the results are provided, remember that your interpretations will differ based on the results of your analyses.  The intent is to provide context and wording that may help you as you write your results section.  

If you do use this document, we strongly encourage you to provide feedback on what is helpful to you and what we might add to make it more helpful.  All of our guidance documents are works in progress in that we adapt them based on your feedback.  If you run into problems or have questions as you analyze the data and work on the reporting templates, please contact Lei Zhang at 919-265-2624 for assistance.  

Thank you for all your hard work and patience.  Best wishes as you begin analyses!

Martha Waller 

The following references were consulted for production of this manual:

Boslaugh, Sarah. An Intermediate Guide to SPSS Programming Using Syntax for Data Management.  Sage Publications, 2005.

Field, Andy.  Discovering Statistics Using SPSS, 2nd Ed.  Sage Publications, 2005.

Landau, Sabine and Everitt, Brian.  A Handbook of Statistical Analyses using SPSS.  Chapman and Hall/CRC, 2004.

Instructions for Running and Interpreting SFS Syntax

The syntax file is annotated to guide the user through each data step.  Data steps are organized in numbered sections in the syntax file.   To run a data step, highlight the syntax with the mouse and then press the blue triangle on the toolbar to run the syntax.  It is recommended that the user run one step at a time and check the output before beginning the next step.  This is especially important following the Data Screening step as the data will need to be cleaned before any further steps are run.  Remember that the results are only as good as the data, so take the extra time to thoroughly review and clean the data.  

It is a good idea to record user commands in the log.  Click on Edit, then Options, and then Viewer to locate the “Display Commands in Log” option and make sure it is checked.  When output is generated, the commands will appear first.  

1. Data Screening

Begin by making a copy of your data file and storing it in a safe place, preferably one that will be backed up with the rest of your computer files or can be accessed from a thumb drive should your computer crash.  Before conducting any analyses, create a data set of matched data (i.e., a respondent has completed a SFS pretest and a posttest) using the syntax preceding the Data Screening section.  PIRE analyses generate frequencies and test statistics that are based on matched data and the use of unmatched data might lead to inappropriate results or findings that are difficult to interpret.  
Step:  Generate a flag with the syntax directly under the “Data Matching” section.
The syntax will use the participant ID variable to create a flag variable that will indicate if a respondent is missing a pretest survey, a posttest survey, or both (this sometimes happens when the demographics are recorded for a participant who then leaves a program or fails to complete the surveys for other reasons). An easy way to identify flagged cases is to conduct a sort on the “flag” variable.  If you arrange the data in descending order, the flags will appear first.  Click the “Data view” tab.  Cases with a "1" for “flag” in the data view should be removed from the data set before conducting analyses unless the information can be retrieved from hard copy data (e.g., a survey was overlooked).  Save this data set as a new clean data set and continue analyses with this cleaned file. Next, identify duplicates in the data set before proceeding with data cleaning.  
Step:  Run Cross-tab Participant ID BY SITE ID to check for duplicate values (this is the syntax immediately following the flag syntax and immediately before the “Data Screening” section.  
Each participant ID should have a 1 in the frequency “Total” column.  If there is a number greater than one, this indicates a duplicate.  Determine whether the Participant ID is truly a duplicate at the level of Site ID; duplicate participant IDs are okay as long as they are unique to the site.  If a duplicate participant ID is identified within a site, check to make sure that the record is truly a duplicate before deleting the record.  If the data do not suggest a duplicate record (i.e., the data are not identical for each variable), change the Participant ID for one of the records to a unique ID so that the record will be included in the dataset.
Step: Highlight the first block of syntax under Data Screening (1a) and click the blue triangle to submit the code.  
This first section of the output will capture data frequencies for the demographics data using the pretest variables only.   Review frequencies for each variable, checking for out-of-range values. If there are values that are too high or too low (e.g., values of “0” or “5” for a scale that is 1-4), consult the hard copy data files to correct the information.  If the information cannot be determined, set the variable to missing.  Similarly, if there are nonsensical variables, set them to missing.  Lastly, look for missing data.  Consult the hard copy data files and retrieve information to clean up any of the missing values in the data.
Step: Highlight the next two blocks of syntax (1b) and 1 (c) and click the blue triangle to submit the code.  

This year we will clean the data by looking at cross-tabulations instead of frequencies.  The advantage of cross-tabulations is that we have combined two steps (running the pre-test and post-test variables together instead of separately in frequencies) and we can more readily identify missing data by question.  When there are a lot of missing data for a question, we want to consider whether the question is too sensitive or whether it is a poorly worded question and respondents did not understand the question.  In the latter situation, please share any feedback you have collected around the instruments with PIRE.  For simplicity, only absolute numbers will be captured in this output (i.e., percentages were not selected in the options command).  
Step: Check for any data entry errors or missing data values in the data set and correct if possible.  

2. Inconsistency Checks

Technically, this step is a continuation of the data cleaning process that started in section one.  First, flags are created for inconsistent variables at baseline and post-test (e.g., respondent reports that they never drank alcohol and then in the subsequent past-30 day question they report alcohol use).  Then the baseline and post-test variables are examined to determine if there are discrepancies between the two time periods and flags are generated if inconsistencies are found.  Note that only the past 30-day cigarette use baseline-to-posttest inconsistency check is in effect for the High School SFS survey.  The structure of the baseline-to-posttest inconsistency flags is based on lifetime or ever-use variables as checks against past-30 day use variables.  While the Middle School SFS survey asks lifetime/ever-use questions for cigarettes, alcohol
, and marijuana, the High School SFS survey does not.  Similarly, neither survey instrument includes lifetime/ever- use questions for chewing tobacco or prescription drug use.   
Step:   Run the syntax for baseline, posttest and baseline-to-posttest discrepancies and create a table like the examples below to track the inconsistencies in your data.  
Table 1.  Middle School SFS Inconsistency Flags
	
	Baseline
	Posttest
	Baseline-to-Posttest

	Cigarettes
	
	
	

	Alcohol
	
	
	

	Binge Drinking
	
	
	

	Marijuana
	
	
	

	Prescription Drugs
	
	
	NA


Table 2.  High School SFS Inconsistency Flags

	
	Baseline
	Posttest
	Baseline-to-Posttest

	Cigarettes
	
	
	

	Alcohol
	
	
	NA

	Binge Drinking
	
	
	NA

	Prescription Drugs
	
	
	NA


Step:   Examine the flags and clean the data if possible.  

For example, sort the file by cigdis_b variable.  Select “descending” as the sort option so that the records flagged with a “1” will be together at the top of the data entry file.  For each record that has a “1”, clean the data if possible by returning to the original survey data and confirming accurate response.  The syntax will repeat these steps for the other substance use variables.  Repeat the cleaning process for each substance.  Later analyses rely heavily on the use of filters so the table suggested above will help track data that seems to disappear from analyses but is really excluded because of a filter.  You may find more baseline to post-test discrepancies.  This may indicate that the baseline is given too early or that at post test, youth are giving socially desirable responses.
3. Scale Score Creation

The next steps will create mean scale scores and reliability statistics for the Risk of Harm measure.  Then we will reverse code the attitude toward alcohol use questions (q11 and q12) and the intentions to smoke questions (q18 and 19) in the Middle School data set or the Peer Use questions in the High School data set.

Step: 
Run the entire section of syntax at once.

Check that the mean scale score variables were created by looking at Variable View.  Note that this year the syntax does not include code for creating the sum scale score variables.

This section also provides reliability coefficients or Cronbach’s Alphas for each scale to include in Table 6b.
4. Creation of Race/Ethnicity Variable

This step creates a new race/ethnicity variable by collapsing the multiple choices for ethnicity into four categories: non-Hispanic White, Hispanic, Native American, and Other which includes Asians and Pacific Islanders, African Americans and anyone else.  

Step: 
Run the entire section of syntax at once.

Check that the new ethnicity variable was created by looking at Variable View.  Newly added variables appear at the bottom of the list in the data file.  
5. Create Past 30 Day Use Variables and Recodes

In this step, the categorical substance use variables are changed into dichotomous (yes/no) variables to indicate whether the respondent used cigarettes, chewing tobacco, alcohol, or marijuana, or engaged in binge drinking or used any prescription medication not prescribed in the past 30 days at baseline.  For the High School survey, dichotomous variables are also created for cocaine, inhalants, heroin, methamphetamines and ecstasy.  
Step: 
Run the entire section of syntax at once.

The dichotomized substance use variables will have an “r” for revised after the variable name.  There will not be any output created, but the user can confirm that the variables were created by clicking on the “Variable View” tab at the bottom of the dataset.  Scroll down the variable list; the revised variables will be last.  
On the Middle School survey instrument, the syntax will recode the answer choice “66” for questions 15 and 15_2 (where 66 = “I did not smoke during the last month”) and 17 and 17_2 (where 66=“I have already tried smoking”) on the Middle School survey instrument to missing.  Similarly, the answer choice “0” (I did not smoke cigarettes during the past 30 days) for question 17 and 17_2 on the High School survey instrument will also be coded to missing.  
6. Prescription Drug Use Dichotomous Variable Creation

In this step, the syntax creates a dichotomous (yes/no) variable to indicate whether the respondent used any prescription pain pills, prescription medications, prescription sleep aids or tranquilizers or other medications not directly prescribed in the past 30 days at baseline or posttest. 
Step: 
Run the entire section of syntax at once.

The dichotomized prescription substance use variables are “prs” and “prs_2.”  There will not be any output created, but the user can confirm that the variables were created by clicking on the “Variable View” tab at the bottom of the dataset.  Scroll down the variable list; the revised variables will be last.  

7. Demographic Frequencies by Biological Sex
Step:  Run all the syntax in this section.  

The demographic data are presented by biological sex.  The output will be entered into Table 1 on the first page of the reporting template.   

8. Prevalence of Past 30-day ATOD Use for the Whole Sample by Biological Sex
During this step, you will examine the baseline and posttest past 30-day substance use for the whole sample by biological sex.  The results will include respondents who do not have flags for inconsistent data on a substance-by-substance basis.  For example, one respondent might have provided inaccurate data for marijuana use and would thus be dropped from that analysis, but later provided accurate data for alcohol use and would be picked back up or included in the results for that analysis. 

Step:  Run all the syntax in this section.  

If your data look different than you expected, check the tables containing information about the inconsistency flags.  Generally, if the number of cases seems to have decreased in your output, a filter is likely in effect and inconsistent cases have been dropped.  The number missing from a particular analysis should be traced back to the tables on page 7.  
Step:  Calculate the change for Table 2.  

This is a simple calculation that you can perform by hand.  For example:

        Subtract pre-test percentage from posttest percentage.   

	Substance
	Baseline percentage of respondents who reported past 30-day use
	Post-test percentage of respondents who reported past 30-day use
	Change

	Past 30 day smoking
	24.5%
	19.6%
	-4.9% (Decrease)

	Past 30 day drinking
	16.3%
	18.2%
	1.9%  (Increase)


9. Prevalence of Past 30-day ATOD Use, Inhalant Use and Prescription Drug Use among those reporting any ATOD or Prescription Drug Use at Baseline 
Similar to the analyses above, the syntax in this section will generate baseline and posttest past 30-day substance use estimates, however, the analysis is only run for those who reported use of any substance at baseline and had no missing value at both baseline and posttest.  For example, a respondent who reports alcohol use at baseline and has a non-missing posttest value would be included in the analysis for cigarette smoking at posttest.  
Step:  Run all the syntax in this section.  

Keep in mind that the samples sizes will be very small, maybe even 0, for some substances.  

Step:  Calculate the change for Table 3.  

Record your findings in the reporting template in Table 3.

10. Frequencies of Past 30 Day ATOD Use

The analysis in this section calculates a percentage for each category of past 30 day ATOD use, excluding the respondents who had not used ATOD at baseline.  
Step:  Run all the syntax in this section.  

Record your findings in Table 4 of the reporting template.
11. GLM Analyses
Information gathered from these analyses should go into tables 5 and 6.  This analysis is called "Repeated Measures MANOVAs" and it is done through SPSS's General Linear Models (GLM) procedure.  The results will give you an effect size (the partial eta squared) that is interpreted within the context of analysis of variance to describe the variance accounted for between a predictor or set of predictors and the dependent variable, as well as test for significant differences between pre- and post-test means.  
Step:  Run each GLM one at a time and look at the results of each as you proceed.  The following steps take you through output for GLMs.
Step:  Look at the Within-Subjects Factors Table
The first table displays captures the variable of interest at baseline (time 1) and posttest (time 2).  

	Within-Subjects Factors

	Measure:m_cig

	time
	Dependent Variable

	1
	q14r

	2
	q14_2r


Step:  Look at the Descriptive Statistics Table
One of the assumptions for an analysis of variance is that the data in each cell come from populations with the same variance.  This table provides an opportunity to check that assumption and it also displays the number of cases for the factor.  In the table below, there are 199 cases that will be analyzed for past 30-day cigarette use.  For your analyses, check the number in the “N” column: does it represent the number of cases you expected?  If it does not, you will need to determine why there is a discrepancy.  
	Descriptive Statistics

	
	Mean
	Std. Deviation
	N

	Baseline 30-day cigarette use dichotomized (yes/no)
	.0854
	.28022
	199

	Posttest 30-day cigarette use dichotomized (yes/no)
	.0452
	.20832
	199


The standard deviations for these scale scores suggest moderate score deviation between the baseline and post-test tobacco prevalence measures.  For reporting purposes, both the means and the total “N” should be recorded in the GLM tables.  Note that in this example, the mean represents the proportion of respondents indicating positive cigarette use, and it has decreased at posttest which is a trend in the desired direction. 

Step:  Look at the Multivariate Tests Table
The multivariate tests table displays four multivariate tests of significance for the effects in the model. We will focus on Wilk’s Lambda because it is the easiest to interpret.  It ranges between 0 and 1, with values close to 0 indicating the group means are different and values close to 1 indicating the group means are not different (equal to 1 indicates all means are the same).  
Of the four test statistics, Wilks' lambda is convenient to use and related to the likelihood-ratio criterion.  The hypothesis and error degrees of freedom of the F distribution are shown.  The value of the test statistic is displayed followed by the F statistic, which is a transformed value of the corresponding test statistic and has an approximate F distribution.  When the significance level is relatively small (less than 0.05) for the effect being tested, then we conclude that the effect is statistically significant.  
	Multivariate Testsc


	Effect
	Value
	F
	Hypothesis df
	Error df

	time
	Pillai's Trace
	.012
	2.480a
	1.000
	198.000

	
	Wilks' Lambda
	.988
	2.480a
	1.000
	198.000

	
	Hotelling's Trace
	.013
	2.480a
	1.000
	198.000

	
	Roy's Largest Root
	.013
	2.480a
	1.000
	198.000

	
	
	
	
	


	Sig.
	Partial Eta Squared
	Noncent. Parameter
	Observed Powerb

	.117
	.012
	2.480
	.347

	.117
	.012
	2.480
	.347

	.117
	.012
	2.480
	.347

	.117
	.012
	2.480
	.347

	a. Exact statistic
	

	b. Computed using alpha = .05

	c. Design: Intercept 

 Within Subjects Design: time


Step:  Look at the Tests of Within Subjects Effects
This table tells you whether there was a significant effect of time.  In the example above, the effect of time is not significant within subjects (p=.117) and the low value for the Partial Eta Squared statistic ((2=0.012) indicates that time does not explain much of the variance in the outcome. (Remember these are made up data and your results should look different.  In general, when conducting research involving human beings and social behaviors, rarely does any one variable have a large effect size, because predictors of human behavior are almost infinite and we can never measure them all.)  

These are the guidelines for determining how large or small an effect is:  

a small effect: partial (2 =  .01 to .059; 

a medium effect:  partial (2= .06 to .139; and

a large effect: partial (2( .14  

Step:  Look at the Tests of Between-Subjects Effects Table if you have comparison data, otherwise skip this step
This is an analysis of variance table but it focuses on the intercept rather than time.  The intercept represents everything not specifically included in the model that may have some effect on the outcome (e.g., age, race/ethnicity, biological sex, etc.).   The results below indicate that all the “other” variables not included in our model are significantly associated with the outcome and account for a lot of variance in the model.  
	Measure:m_cig

Transformed Variable:Average
	
	

	Source
	Type III Sum of Squares
	df
	Mean Square
	F

	Intercept
	1.698
	1
	1.698
	29.757

	Error
	11.302
	198
	.057
	

	a. Computed using alpha = .05
	
	


	Sig.
	Partial Eta Squared
	Noncent. Parameter
	Observed Powera

	.000
	.131
	29.757
	1.000

	
	
	
	


Step:  Look at the Estimated Marginal Means Table
The last table displays the means, the standard errors and the 95% Confidence Intervals of the dependent variable and cigarette smoking prevalence.  

	time

	Measure:m_cig
	
	
	

	time
	Mean
	Std. Error
	95% Confidence Interval

	
	
	
	Lower Bound
	Upper Bound

	1
	.085
	.020
	.046
	.125

	2
	.045
	.015
	.016
	.074


The same information in this table is displayed graphically in the following profile plot. 

Plot 1: Cigarette use at pre-test and post-test
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This is a graph that SPSS provides of the intervention group only at pre-test (time 1) and post-test (time 2).  Essentially it’s just plotting the estimated marginal means, which in this case are similar to the actual means reported in the table above (note the small standard errors, indicating little variance).  If we interpret this graph, we say that among participants in the prevention program(s), cigarette use decreased slightly (from 0.08 at pre-test to 0.045 at post test) between pre-test and post-test. 
12. A Note on Floor Effects and Ceiling Effects
The previous graphs are perfect examples of why we need to worry about floor effects and ceiling effects with our data.  Most of the students in our prevention programs, particularly if they are middle school students, are not yet overly engaged in substance use.  This causes a problem for us when we’re supposed to demonstrate decreases in use or increases in resiliency measures.  
If at pre-test you aren’t smoking, how can you possibly decrease anymore?  In fact, you’re more likely to see an increase due to maturation or regression to the mean.  But this makes a program look bad to those who don’t know any better.  This is known as a floor effect.  You hit the bottom and you can’t go any lower.  In the previous graphs, the estimated marginal means for past 30 cigarette use that are graphed are less than 1 and close to 0 at both pre and posttest control groups.  To decrease from close to 0 to actual 0 is challenging.  As you look at your results, think about whether you are experiencing a floor effect.  Is there room for the average to decrease?
Alternatively, ceiling effects are when you are at the highest estimates at pre-test and ideally the post-test measure would increase.  What if the average perceived risk of harm measure at pre-test is about as high as it can get?   Can you improve on what is already almost perfect?  That’s not easy to do and it’s even harder to measure.  This is a ceiling effect.  Again, look at your data to see if this might be happening.  

In those cases where you may have floor or ceiling effects, you may want to consider looking at changes only in the subset of respondents who deviate from the norm.  Look at changes from pre- to post-test only among current smokers at pre-test.  Do they decrease?   What about those who do not necessarily perceive substance use as harmful at pre-test?  Does their perception increase at post-test?   This can be a useful way to get around the problems of ceiling and floor effects, but you must indicate that this is a subsample and not the whole sample.  Also, you don’t want to do this for every measure, only for those where it would otherwise be hard to demonstrate any effect.  In those cases, it’s best to present the results from whole sample first and then follow up with the subsample analyses.
13.  Supplemental Modules B-E

Module B Analyses   
Only run this syntax if you have data for Module B.
The syntax for Module B provides Cronbach’s Alpha, percentage of violence perpetration in the last 4 weeks, and GLM output for the Violence Perpetration Scale measure that includes baseline and post-test means, an F-test statistic, an effect size.  Please refer to the notes in Section 11, GLM Analyses, for guidance around interpretation of the findings.  Enter your results into Table 1 to 3 accordingly in Module B.

Module C Analyses 
Only run this syntax if you have data for Module C.
The syntax for Module C provides Cronbach’s Alpha, percentage of violence victimization and GLM output for the Violence Victimization Scale measure that includes baseline and post-test means, an F-test statistic, an effect size.  Please refer to the notes in Section 11, GLM Analyses, for guidance around interpretation of the findings.  Enter your results into Table 1 to 5 accordingly.

The syntax also provides frequency data for Module C, question 10, “In the last 30 days, on how many days did you not go to school because you felt it would be unsafe at school or on your way to school?”  Enter the percent by response category into Table 4 in Module C.  

Finally, the syntax provides GLM output for Module C question 10 and 10_2 school absence measure that includes baseline and post-test means, an F-test statistic, an effect size. Enter your results into Table 5.

Module D Analyses 
Only run this syntax if you have data for Module D.
The syntax for Module D provides mean scale scores, significance tests and reliabilities for the six scales measured in Module D (Cooperation and Communication, Self-efficacy, Empathy, Problem Solving, Self-awareness, Goals and Aspirations).  Please refer to the notes in Section 11, GLM Analyses, for guidance around interpretation of the findings.  Enter your results into Table 1 and 2 in Module D.

Module E Analyses 
Only run this syntax if you have data for Module E.
The syntax for Module E provides mean scale scores, significance tests and reliabilities for the eleven scales measured in Module E (Caring Relationships, High Expectations: Adults in School, Meaningful Participation: In the School, Caring Relationships: Adults in Home, High Expectations: Adults in Home, Meaningful Participation: In the Home, Caring Relationships: Adults in Community, High Expectations: Adults in Community, Meaningful Participation: In the Community, Caring Relationships: Peers, and High Expectations: Pro-social Peers).  Please refer to the notes in Section 11, GLM Analyses, for guidance around interpretation of the findings.  Enter your results into Table 1 and 2 in Module E.
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� The lifetime or ever-use alcohol question is compared to past 30-day binge drinking in the construction of the baseline-to-posttest inconsistency flag for binge drinking.







